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Abstract- Being able to manage the entire chain of resources involved in a communication session
is a need for the purposes of future multimedia services, because many of the bottlenecks in com-
munications will move from the network side to the end-systems or third-party equipments.
Indeed the quality delivered by multimedia applications depends highly upon the capabilities of
the end-systems. The advantages of managing all the resources involved in communication ses-
sions are twofold. First, a correct and more precise diagnosis about QoS bottlenecks (resources
not fulfilling their part of QoS) is then possible. Second, the way the service stakeholders are
granting their commitment can be assessed, since QoS bottlenecks will be more precisely located.
This need of managing all the resources within a communication session together with the advan-
tages thereof define the concept of integrated resource management and constitute a key for pro-
viding the future services. In this paper, we analyze these services and review outcomes of the
different areas that are likely to help bring up those services.

1. INTRODUCTION

The dawning development of networked multimedia applications, typically multiparty interactive entertainment, is
calling for yet another understanding of the way these services should be provided such that they satisfy all of the
actors involved in their creation, deployment, maintenance, usage and management. The telecommunications market
flowering rapidly, nobody can actually state precisely what the future services will be. Nevertheless, on the basis of
the W3 (World-Wide Web) supported applications, which certainly are the premices of the future services, these can
be foreseen to be:

• Multimedia, that is, they will combine many media (audio, video, text, etc.) and be intrinsically time-
constrained, i.e., they will be real-time or at least constrained by information presentation timing (inter-
and intra-synchronization). Moreover, processing and sending, or receiving, such bandwidth-consum-
ing media as video will require the network to offer broadband networking facilities and high reliability
(information retransmission due to errors or discarding must be dramatically limited);

• Distributed, i.e., they will be comprised of pieces (software and hardware) located in several domains;
• Multiparty and scalable, that is, several participants simultaneously interacting within a service session

and probably requiring different levels of QoS;
• End-party customizable, i.e., the profile of the service user (i.e., his habits, his perceptual features, his

preferences in some domains of interest, etc.) should be taken into account, and the capabilities of the
used end-hosts alike;

• User-controllable, i.e., the user must have some control possibilities on the service enabling him for
instance to request and dynamically change the Quality of Service (QoS);

• Flexible, i.e., the service should provide different ways to satisfy a given QoS such that the unavailability
of a scheduled resource will not undermine the provision of the service; for instance, if the resource rec-
ommended for the provision of a videoconferencing application is an H.261 video codec, the service
provider should be able to provide the same application to an end-system which embeds the only
MPEG1 capabilities;

• Contract-based, as a consequence of the deregulation wind now blowing in the world, especially in
Europe. As a matter of fact, the future services will involve many actors or stakeholders, especially the
service provider, the network operator, the service user and the resource provider. These actors will base
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their collaboration upon some commitments and make up the ways for assessing the granting of these
contracts by each of them. 

One way to achieve this assessment and come up with the aforementioned service features is the implementation of 
so-called integrated resource management. Still, what are the resources to be managed? What does integrated 
resource management mean? Why do we need it? What are its advantages?

Although integrated resource management is generally thought of as the solution that will come up with the generic
service characteristics outlined above, answers to those questions are still open. To fulfill this lack, it is necessary to
look at the different areas whose collaboration is needed to provide multimedia services and analyze their approaches
and contribution to providing these services. The rationale of this is that the resources to be managed will relate
somehow to the achievements in those areas. The singularity of the future services is that, for the first time in the tel-
ecommunications history, service provisioning will require skills from so many different areas as networking, compu-
ter science, signal processing and even artificial intelligence. As a consequence, new resources will be introduced that
will definitely require new and appropriate control and management schemes. Therefore, analyzing the outcomes of
the aforementioned areas will certainly lead to a more comprehensive standing of integrated resource management
and help in proposing a coping integrated resource management framework.

To this end, this paper is organized as follows. In Section 2, visions of the future services in the different scientific
communities of interest, namely network, computer science, signal processing and artificial intelligence are exam-
ined, and a consistent resource management framework is derived in Section 3 with emphasis on each of its architec-
tural components.

2 VISIONS OF THE FUTURE SERVICES BY THE SCIENTIFIC COMMUNITIES

Some advances have been made by different scientific communities for the purposes of the future services. These
advances have unfortunately been achieved without any concerted survey among the communities of interest, just as
if each community were alone and self-contained. This Section will show up some of those advances in the network,
computer science, signal processing and artificial intelligence community and discuss solutions proposed by each of
them. At last, a subsection, namely 2.5, is dedicated to a joint examination of the different approaches in acceptance
in the aforementioned areas.

2.1 The Standpoint of the Network Community

Four remarkable advances are due to the network community. The first one is ATM [DeP91] (Asynchronous Transfer
Mode) which is concerned with the transportation of high bandwidth and time-constrained information. ATM consid-
ers five different network service classes discriminated by the combinations in the set of criteria {profile of bitrate,
timing constraints, connection mode}. ATM is a cell-based technology, with each cell containing 53 bytes of informa-
tion, including a 5 byte header. At this point, one can say that we have an idea of the highway, but we do not know yet
how to characterize the traffic on that way, a fortiori how to control, regulate and manage that traffic. There are some
works on the way in different consortia, especially the ATM Forum and DAVIC, to come up with characterizing mul-
timedia traffic.

The second advance is the implementation of so-called lightweight or function-based transport protocols which are
intended to be more flexible and more customizable by multimedia applications according to the characteristics of
these applications. An intuitive and simple illustration of what is expected from function-based protocols is the ability
for a telephony application to disable error detection and correction which is not very important at the transport level
with regard to the concerned application. Function-based protocols may also be called application-tailorable proto-
cols, the most famous example being the Xpress Transport Protocol (XTP) [Stra92].
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The third relevant work concerns multipartying issues and is due to the Internet Engineering Task Force (IETF). To
deal with communication sessions supporting different user requested QoS levels, the Internet community suggested
the resource reservation protocol (RSVP) [Zhang93], which is a receiver-oriented resource reservation scheme. Some
works are under way in investigating how this scheme could be used in an ATM environment.

The fourth remarkable advance in the network community is the concept of management which arises as a solution to
face the huge amount of data to be monitored in the future and the importance of management mechanisms in provid-
ing the user requested QoS. As studied in [Yem91] and [Lion96], performing management tasks induces first to get
the information to act upon, and then to process that information. The verb get relates to network bandwidth con-
sumption, while process addresses the computing resources to be provided by the management system to achieve the
management tasks. 

The two conventional management protocols, namely SNMP from the IETF and CMIP from the ITU, do not accu-
rately solve those problems of bandwidth and computing resources consumption. Indeed, to improve the efficiency of
bandwidth utilization it is needed that only the information to be used by the management task is downloaded by the
management system (information filtering). In this respect, CMIP is far more efficient than SNMP, as it offers filter-
ing capabilities.

The utilization of computing resources (CPU, memory, cache, bus) becomes also critical when the amount of man-
agement information to be processed is high. That is typically the case of multimedia services if a fine-grained man-
agement scheme is targeted. Since a single management station may be responsible for managing several resources,
thus even higher amount of information, sensitive management tasks (such as those related to fault management) may
not be achieved within an acceptable delay. Neither conventional management protocol is currently able to meet both
of the two mentioned efficiency requirements. In this respect, note that the simplicity of SNMP makes it a worse case
in comparison with CMIP. 

The above considerations led to the proposal of a new management paradigm termed management by delegation
([Yem91] and [Lion96]). The implementation of such a scheme has been carried out in our laboratory, namely
TCOM/TSG. The implemented architecture is the one in Figure 1. The manager uses a purposely conceived high
level language, namely DEAL (DElegated Agent Language), to delegate some of its tasks to a delegated agent
located close to the managed resource, making up a kind of intelligent managed object capable of understanding a
high level language. The delegated agent then uses a standard management protocol (CMIP or SNMP) to issue
requests to the conventional agent. Only the SNMP translator is currently available. Moreover, the case study consid-
ered to show up the applicability of the scheme is a Fore ASX200 ATM switch.
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Figure 1: A management by delegation scheme
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2.2 The Standpoint of the Computer Science Community

The computer science area is developing three important tools that may help provide the future services. One are
microkernels which are intended to be more open to applications than actual operating systems are. These are gener-
ally too heavy and unsuited for real-time applications. The principle of microkernels is that they can be customized
by the user. For instance, the user can implement his own resource allocation policies for the host resources. The flex-
ibility offered by microkernels is desirable in that the users are aware of how the host resources are allocated and are
allowed to change the allocation policies. Examples of microkernels are Mach, Chorus and Amoeba.

The second important contribution from the computer science area is the distributed computing environments (OSF
DCE, OMG CORBA, etc.) often supported by object-oriented methodologies. The intrinsically distributed nature of
telecommunication systems makes it benefitful to make the management schemes supported by a distribution ena-
bling middleware. The principal facilities offered by those middlewares are platform-independence (pieces of soft-
ware running on different platforms may somehow interact), location transparency (the piece of software acting like
the client need not know the location of the requested server) and encapsulation (services offered by a server are
declared as interfaces and the client cannot directly access the implementation of those services but via their inter-
faces). Distributed environments provide a valuable instrument for managing services distributed over several
domains with as many environments, platforms and policies. However, the concept of stream interface which is tar-
geted to provide QoS constrained channels for multimedia streams to flow through fails to be implemented, the rea-
son being that distributed environments use TCP/IP and UDP/IP which offer no QoS guarantee. 

Third, the computer science community is currently defining an architecture for so-called Network Computers (NC)
as opposed to Personal Computers (PC) whose design generally does not take advantage of the networking facilities.
With NCs, the user would not have to install an application any more before being allowed to run it. The NC will just
locate that application across the network, download it and launch it. NCs will be configured just with the basic
resources and will be very open to any further development or enhancement. There are no definitive and widely
agreed-on architectures for those NCs, however. The only certainty raised by NCs is that they will need to be man-
aged somehow, since applications downloaded from the network may not be customized to the requesting NC. This
needed customization calls for some management mechanisms to be carried out.

2.3 The Standpoint of the Signal Processing Community

The advances in the signal processing community generally did not consider real-time aspects of processing neither
did they take into account the existence of a network between end-systems up until a very recent past. Since a couple
of years, however, that community has integrated the processing time of its algorithms and the behaviour of the
underlying networks as part of its concerns. This awareness has led to the creation of a brand-new area called multi-
media communications, which is assigned the design of transport and network layers to support the streams processed
by the multimedia resources. 

The other important trend in the signal processing area is the one towards representing a single image by a series of
objects and even relating processing tasks to objects to be activated or not by the user. The MPEG4 Syntactic
Description Language currently under standardization is a perfect illustration of that trend. 

The two mentioned advances will definitely introduce other resources (software, hardware, tasks) whose control and
management is not yet correctly grasped.

2.4 The Standpoint of the Artificial Intelligence Community

The objective of the artificial intelligence (AI) area is to relieve the users of dealing with systems whose management
requires a large amount of knowledge, since human beings are not always able to make very fast, timely and suitable
decisions. Engines intended to achieve those tasks on behalf of human beings are called agents or expert systems.
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The agent technology is being intensively promoted for use especially with the WWW. The highlight domains of
application of this technology are electronic mailing, security across the Internet, selective information fetching
(selected journals, events, etc.) according to the users profile, etc. Several languages are being investigated to enable
the collaboration among agents in order to realize the mentioned applications. Examples of such languages are
KQML, KIF, Java and Telescript [Fin93]. 

Moreover, as QoS is intrinsically subjective, its metrics should be grasped for each service user apart. For instance,
the sensation of good image quality is not associated with the same technical parameters values depending on the user
of concern. An engine which could appreciate these sensation differences and customize the used service with the
user’s perceptual features is typically an agent. Consequently, the agent technology may help in dealing with QoS sat-
isfaction and resource management, since resources would be more efficiently allocated on the basis of the end-user’s
profile.

2.5 A Joint Examination of the Standpoints

The solutions proposed by the examined research areas address some of the features pointed out in Section 1 when
describing the future services. Table 1 summarizes some relevant outcomes from those areas that are likely to play a
role in the provision of the future services. Therefore, collaboration is required between those areas in order to make
up the intended services. In Table 1, it is worth noting that three sorts of resources will definitely be needed: network
resources, computing resources, and multimedia resources. Hence, integrated resource management means how to
manage those three kinds of resources in order to come up with the future services characteristics as described in Sec-
tion 1.

In the current Section, we have systematically defined the concept of integrated or global resource management by
investigating the solutions provided by the different areas somehow involved in the life-cycle of the future services.
We then derived the relevant resources to be managed. There are several works already done for the management of
the network resources, but very few efforts have been devoted to the management of the multimedia and computing
resources. Among these rare efforts, we can mention our generic information model of multimedia resources which
has been specialized for an MPEG2 video codec [Gbag96]. Through this specialization, we have pointed out some of
the trade-offs to be achieved in order to satisfy the quality of service required by the user.

In the ensuing Section, we present an integrated resource management framework and emphasize each component of
this framework.

Network
Artificial 

Intelligence
Computer Science

Signal Processing

Multimedia
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correction), XTP, 
RTP (Real-time 
Transport Protocol)

Microkernel, stream 
interface (Open Dis-
tributed Processing)
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algorithms, application 
level error concealment

Distribution
Management by 
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Agent tech-
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Distributed process-
ing: ODP, DCE, 
CORBA

Multipartying
and scalability

Multipoint Control 
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tion encoding (e.g., base 
and enhancement layers 
in MPEG2)

Table 1: Contributions from the relevant scientific areas for providing the future services
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3 AN INTEGRATED RESOURCE MANAGEMENT FRAMEWORK

Management means the monitoring of relevant information about resources of interest and the making of decisions
about the usage of those resources. For instance, the network manager, on the basis of information about overload on
a given link, may propose alternative routes for some selected connections. The view of the network is provided to
the manager by a monitoring system. 

As clear and well-defined is network management to the management community, so blur seems multimedia
resources management to the same community, even though the need is somehow foreseen. Still, who is going to
manage multimedia resources? 

Multimedia resources are provided either by the service provider or by the service user. Resources supplied by the
service provider may be used by several users at a time, as depicted in Figure 2 where two sessions are sharing the
same transcoder (the users A and A’ belong to the same session, whereas B and B’ form another session). In cases
where the traffic at the provided transcoder becomes important and precluding for the delivered QoS, the service
manager may select another transcoder to carry a part of the traffic and hence try to satisfy the user’s requested QoS.
Since most of the resources are being managed, detecting the QoS bottlenecks (like the above transcoder) is easier
and contributes to making a correct and precise diagnosis about QoS delivery. Consequently, the way the service
stakeholders are granting their part of commitment can be assessed.

In some cases, it may be desirable for the service manager to be allowed to take some management actions at the
service user’s side, since service users are generally not skilled enough to manage their computers. As a concrete
example, the users often install options of software that they never use. Such a situation leads to a useless consump-
tion of the computer’s resources which undermines the fast execution of the applications. Moreover, some applica-
tions improperly terminated may be still alive and consuming resources. If the service manager can be given the
possibility to manage the user’s equipment, he could solve the mentioned problems in an accurate way, such that real-
time applications will be prioritized and satisfactorily executed. Allowing the service manager to take management
actions at the user site will add to the precision in the diagnosis about QoS delivery.
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Network computer, 
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Table 1: Contributions from the relevant scientific areas for providing the future services
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It is worth noting that several computers are now equipped with resource monitoring instruments. We can mention
PCs running Windows95 and most of UNIX-based workstations. Will the next step be management possibilities
offered to the users?

In subsection 3.1, we describe an integrated resource management framework.

3.1 The proposed framework

The challenge of any management framework is to refine the user’s, confused, QoS expressions into technical param-
eters. In this respect, we outlined five (5) abstraction levels which span from the user subjective requirements down to
the very network element level (Figure 3). In the following paragraphs, we come along with a (generic) video appli-
cation case study while describing each of the levels contained by the framework.

3.1.1 The user level

The first level (user level) is concerned with the user’s perception of the delivered service. At this level are described
the physical equipments seen by the user and which help in providing the requested service. The user’s perceptual
organs are also visible at this level.

With respect to our case study (a generic video application), the user defines here his expected QoS mainly in terms
of the image resolution, the color depth, the contrast, the number of images per second and the image size. These
quality parameters can be mapped into a limited number of quality classes, e.g., good, medium, fair and bad quality.
Those parameters are generally expressed with a large tolerance interval.

Network

MJPEG<->H.261

Figure 2: A multimedia resource management operation
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MJPEGH.261
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User A’
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3.1.2 The application level

The second level (application level), somehow, gives a first abstraction of the upper, by providing a logical represen-
tation of the physical elements existing at the user level in the shape of the end-party profile. Emphasis is put on the
applications that together collaborate for the provision of the user service. Among those applications, we can obvi-
ously mention the one that captures the end-party’s profile and then takes this into account when mapping the user-
requested QoS requirements into application-defined QoS constraints. By end-party, we mean both the service user
and the end-system. For instance, due to the different graphics cards, the perception of a given picture will not be the
same whether one is using a PC or a UNIX-based workstation, nor would it be identical to two different users. The
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Figure 3: An integrated resource management framework
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intelligent agent technology is needed here to deal with capturing the end-party’s profile and taking this into account. 

Other applications of interest are transport facility implementations (such as TCP/IP suites) and any other software
involved in the processing of the user information in relation with the session of concern.

With respect to the video application case study, the user defined QoS is processed at this level by taking the applica-
tion environment into account. Hence, the image resolution is limited by the monitor’s resolution, and the color depth
is limited by the graphics card’s capabilities. Furthermore, some applications such as the transport/network layer pro-
tocol suite and applications corresponding to the multimedia devices are needed. For instance, the application relating
to a video codec will be required to process an amount of frames per second, and the transport/network suite will be
required to send and/or receive an amount of packets per second. Therefore, the QoS parameters expressed at the user
level are refined here and translated into bandwidth, delay and jitter requirements for each application outlined. The
refinement achieved at this level tends to reduce substantially the large QoS tolerance interval captured at the user
level.

3.1.3 The service level

At the third level (service level), applications are actually seen as processes which require host resources. Therefore,
a mapping is needed between the applications outlined at the application level and the resources to be required from
the host. Those resources are the CPU, multimedia devices, the system bus, the main memory and caches. This level
also deals with translating the application supplied QoS requirements into network QoS parameters. To summarize,
the service level answers the questions: what are the impacts of the user-requested QoS on the used resources, both
host embedded resources and network resources, and how should those resources be managed to come up with the
user-requested QoS? 

In the case of a video application, the service level defines the amount of (network, computing and multimedia)
resources needed to cater for the user requested QoS. Applications outlined in the upper level are here translated into
processes which require certain amount of CPU, main memory, etc. Actually, the way resource allocation is per-
formed by most of the operating systems is not suitable for multimedia applications. The solution seems to be micro-
kernels, as explained in Section 2. Moreover, in order to speed up the transport layer processing, the utilization of a
lightweight protocol is highly recommended. At the service level, the characterization of multimedia traffic in terms
of the needed computing resources and the traffic pattern (bandwidth profile, delay, jitter, loss) is absolutely neces-
sary.

3.1.4 The network level

Next comes the network level where networking facilities are offered. In the case we are considering (multimedia
services), the network technology of reference is ATM. Principal tasks to be achieved within this level are network
resource allocation (QoS distribution over the network components), network management and connection admission
control.

The QoS parameters are well-known at the network level. They are the bandwidth, the cell loss, the cell delay, and the
cell delay variation, for the most relevant. 

3.1.5 The network element level

The lowest level is the network element level, which shows up the functionalities implemented for network elements
(switches and the links between them) in order to support the network level functionalities. 

This Section presents a structured view of the future services with the focus on how QoS mapping and management
could be achieved. It also emphasizes the skills needed to cover all of the aspects inherent to the future services.
Those skills span many scientific areas and require these areas to colllaborate in building up a consistent and inte-
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grated resource management framework.

4 CONCLUSION

The future services will be multimedia, distributed, end-party customizable, multiparty and scalable, user-controlled,
flexible, and contract-based. To come up with those features, service provisioning needs the achievements in four sci-
entific areas, namely network, computer science, signal processing and artificial intelligence communities. This is
probably the first time in the telecommunications history when so many areas need to collaborate in providing a serv-
ice. As a consequence, new resources need to be considered as part of the QoS provisioning framework, and thus be
managed. Building up a consistent and efficient QoS provisioning framework is definitely one of the most relevant
challenges of the future service providers.

In this paper, we first reviewed the perception of the future services by the mentioned areas. This investigation led us
to the nature of the resources to be involved in the services of interest and which contribute to the delivered QoS.
Three kinds of resources will be required: the network resources, computing resources and multimedia resources.
Therefore, integrated management means how to make those resources fulfill their part of QoS, severally and alto-
gether. As a corollary of this management scheme, a layering of the QoS provisioning framework is needed. In this
paper, we propose such a framework and show up, through the example of a video application, how the QoS abstrac-
tion levels fit together.

Relevant QoS mapping investigations have been achieved, essentially the one presented in [Nahr95] which outlines
the major problems in dealing with QoS mapping. Nevertheless, there is not yet a systematic approach to this issue.
The extension of this work will be the proposal of a QoS mapping framework. Actually, we are investigating the
mechanisms performed in an end-to-end data transmission. This is our basis to come up with a coping and consistent
QoS mapping procedure.
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